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Introduction and motivation

Code Optimization Workshop



4

Myths of high performance computing

● HPC is only available on the supercomputers

● I do not care about single core performance...we 
have so many of that!

● I do not need to optimize the code if it scales enough!

Introduction
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Many-core scalability WINS!

Introduction

Example: 3D Stencil update

….
#pragma omp parallel for collapse(3)
    for(i=1; i<n1; i++)
     for(j=1; j<n1; j++)
      for(k=1; k<n1; k++) {
          A[i][j][k] = b * ( 
           f[i1][j][k] + f[i+1][j][k] +     
           f[i][j1][k] + f[i][j+1][k] +
           f[i][j][k1] + f[i][j][k+1] );
      }
….

file:stencil.c
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Speedup plot

What kind of speedup plot would you choose?

Introduction
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Speedup plot

What kind of speedup plot would you choose?

Introduction

ver 1: -O0
ver 2: -O3 -xAVX

NB: Only the compiler 
options can the code 
not scalable anymore.
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● Time to solution:
     in our example ver1/ver2 = 2.8x

● Speedup and scalability (strong/weak): 
     S(p) = T(1)/T(p)

● Efficiency:
     E(p) = S(p)/p

● Amdahl’s law: 
     describes the influence of the serial part for the
     scalability
     S(p) = T(1)/T(p) = T(1)/( s*T(1) + (1-s)*T(1)/p )

Performance metrics
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Amdahl’s law

Introduction

The potential program speedup is defined by the fraction of code (S) that 
cannot be parallelized

P S=0.5 S=0.1 S=0.01

10 1.82 5.26 9.17

100 1.98 9.17 50.25

1000 1.99 9.91 90.99

10000 1.99 9.91 99.02

100000 1.99 9.99 99.90
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● Only parallelization does 
not bring scalability

● Certain problems 
increase performance by 
increasing problem size
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Five (of 12) ways to fool the masses

Introduction

● Quote only 32-bit performance results, not 64-bit 
results

● Present performance for an inner kernel and present as 
performance of the entire application

● Quietly employ assembly code 

● Scale up the problem size with the number of 
processors, but omit any mention of this fact

● When direct run time comparisons are required, 
compare with an old code on an obsolete system

Ref: David H. Baley
Supercomp. Rev, Aug. 1991



11

Questions to ask in HPC

Ref: Georg Hager RRZE
Node-level performance Eng.

● Do I understand the performance behavior of my 
code?

● Does the performance match a model I have made?

● How can I change the code so that the optimal 
performance gets higher?

● What is the performance of my code on a given 
architecture?

Introduction
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Questions to ask in HPC

Ref: Georg Hager RRZE
Node-level performance Eng.

● Do I understand the performance behavior of my 
code?

● Does the performance match a model I have made?

● How can I change the code so that the optimal 
performance gets higher?

● What is the performance of my code on a given 
architecture?

Do I know enough about modern architecture?

Introduction
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Modern computer architecture

Code Optimization Workshop
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Modern computer architecture
Introduction: Moore’s law

Modern Computer Architecture

1965: 
G.Moore claimed 
#transistors on 
microchip double 
every 12-24 
months.

Intel Broadwell: 7.2 Billion
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Faster clock frequency

Modern Computer Architecture

Intel Broadwell: 7.2 Billion

smaller transistor → faster
The transistor gate length 
continues to shrink, why 
the clock speed does not?

Dennard scaling (1974):
He observed that voltage 
and current should be 
proportional to the linear 
dimension of the transistor

V~L, A~L → P~L2 → 
P/A~const

This creates a Power wall 
which limits the processor 
frequency
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Adding CPU complexity

Modern Computer Architecture

Increasing transistor count and clock speed allows / requires 
architectural changes:

● Instruction level parallelism (ILP)
➢ Pipeling
➢ Superscalarity
➢ Out of order engine

● Multi-core hardware

● Branch prediction and prefetching hardware

● Single instruction multiple data (SIMD)

● Simultaneous multi-threading (SMT)

● Memory hierarchy (caches)

Image: 
http://www.anandtech.com



17

Performance and new features

Modern Computer Architecture

2000: SSE

2004: Multi-core chip

2011: AVX

2014: AVX+FMA

Broadwell:
16 cores 
16 DP FLOPs/cycle: 
two 4-wide FMA 
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More than just Megahertz

Important is how much work gets done in each clock cycle.

An instruction is the primary resource for a processor and the primary goal 
of Hardware Engineers is to increase the number of instruction per clock 
cycle - Instruction Throughput

Modern Computer Architecture

Example: multiply-add

for (i = 0; i < n; i++)
  d[i] = a[i] + b[i] * c[i];

Processor work:
LOAD r1 = a[i]
LOAD r2 = b[i]
LOAD r3 = c[i]
MUL r4 = r2*r3
ADD r5 = r4+r1
STORE d[i] = r5
INCREMENT i
BRANCH → top if (i<n) 

User work:
N add
N mul
2*N Flops

The user work does not simply corresponds to the actual work done by the 
processor!
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More than just Megahertz

Important is also the data transfer from the memory to the processor, 
which determines how fast the processor can be supplied with useful 
bytes.

Modern Computer Architecture

Example: multiply-add

for (i = 0; i < n; i++)
  d[i] = a[i] + b[i] * c[i];

Data transfers:
8 bytes: LOAD r1 = a[i]
8 bytes: LOAD r2 = b[i]
8 bytes: LOAD r3 = c[i]
8 bytes: STORE d[i] = r5
Sum: 32 bytes
 

User work:
N add
N mul
2*N Flops

Crucial question: what is the bottleneck?
➢ The instruction execution?
➢ The data transfer?



20

Instruction level parallelism

The instruction level parallelism is a measure on how many sequential 
instructions can be executed in parallel at the hardware level - ILP

This level of parallelism makes the hardware much more complex, because 
of the following features:

● Instruction pipeline
● Superscalar execution
● Out-of-order execution

The metric used to evaluate the ILP is the Cycles per Instruction CPI  
The cycles is connected to the runtime:

  Time = cycles x clock rate

Modern Computer Architecture
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Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.
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In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.
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Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.

SIMD: single instruction, multiple data. Vector 
architecture, vector processor
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Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.

SIMD: single instruction, multiple data. Vector 
architecture, vector processor

Multiple workers, 
all doing the 
same task

Single 
coordinator
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Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.

SIMD: single instruction, multiple data. Vector 
architecture, vector processor.

MISD: multiple instructions, single data. 
Uncommon architecture.



26

Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.

SIMD: single instruction, multiple data. Vector 
architecture, vector processor.

MISD: multiple instructions, single data. 
Uncommon architecture.

MIMD: multiple instructions, multiple data. 
Different processors/cores may execute 
different instructions on chunks of data.
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Taxonomy of Flynn

In 1996 Michael J. Flynn proposed a classification of computer architectures 
based on instructions and data streams.

Taxonomy of Flynn

SISD: single instruction, single data. Scalar 
uniprocessor system.

SIMD: single instruction, multiple data. Vector 
architecture, vector processor.

MISD: multiple instructions, single data. 
Uncommon architecture.

MIMD: multiple instructions, multiple data. 
Different processors/cores may execute 
different instructions on chunks of data.

Multiple workers with the 
same objective, doing 
completely different 
things
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SIMD processing

SIMD

Single Instruction Multiple Data (SIMD) allows to execute the same 
operation on a larger register. This is data level parallelism: parallel 
computations on a single instruction.

X86 SIMD instruction sets:
● SSE: register width = 128 Bits   → 4   floats
● AVX: register width = 256 Bits  → 8   floats
● AVX512: register width = 512 Bits  → 16 floats
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SIMD types for Intel® AXV512

SIMD

ZMM0 YMM0 XMM0

511 256511 255 128 127 0
Bit#

ZMM1 YMM1 XMM1

ZMM31 YMM31 XMM31

...
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Cache and memory system

Code Optimization Workshop
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Memory system

Cache and Memory System

Performance depends on which is slowest: the processor or the memory 

Hennessy and Patterson. Computer 
Architecture: A Quantitative 
Approach.

● CPU performance doubles 
every 18 months

● Access to RAM doubles 
every 120 months

● Loading data is very slow

memory gap 
grows ~ 50%
every year

Solution: intermediate fast memory layers → Hierarchical memory system  

The hierarchy is transparent to the application but the performance is 
strongly enhanced.
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Memory system : some definition

Cache and Memory System

Memory latency: this is related to the response time, i.e. how many clock 
cycles the memory will delay in returning data requested by the CPU.

Memory bandwidth: is related to the work done in a given time, i.e. it is 
the rate in bytes per second at which the data is transferred from 
memory to the CPU.

Theoretical peak bandwidth (throughput):

      BWpeak (GB/s) = access width (byte) x mem. Frequency x
                                            number of mem. channels  

For Intel® Xeon® Processor E5-2650 v2 (Ivy-Bridge) with 1866 MHz DDR 
(double data rate) memory, 4 channels with 64 bits access width, we have

      BWpeak (GB/s) = 59.7 GB/s          Transfer time = Tlat + (bytes) / BW       
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Modern memory hierarchy

Memory hierarchy

Event Latency Scaled

reg 0.3 ns 1 m

L1 1 ns 3 m

L2 7 ns 9 m

L3 15 ns 43 m

Ram 120 ns 400 m

SSD 150 us 500 km

HD 12 ms 40000 km
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Modern memory hierarchy

Memory hierarchy

Event Latency Scaled

reg 0.3 ns 1 m

L1 1 ns 3 m

L2 7 ns 9 m

L3 15 ns 43 m

Ram 120 ns 400 m

SSD 150 us 500 km

HD 12 ms 40000 km

Earth’s 
circumference
 ~ 40000 km
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Memory performance

Memory performance

Performance depends on which is slowest: the processor or the memory 

Sandy-Bridge: 
      179 GFlops, 52 GB/s

Broadwell: 
      538 GFlops, 78 GB/s

Modern systems have 
vastly improved the
memory bandwidth

One of the main 
problem is the 
memory latency and 
power consumption
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Ivy-Bridge Basic Architecture

Memory performance

● Intel© Xeon Processor E5-2650 v2: 8 cores at 2.6 GHz in a single socket
● Theoretical Pmax= (2.6 x 8 cores x 8 DP Flops/cycles) GF/s = 166.4 GF/s
● 8 = 4-wide AVX addition + 4-wide AVX multiplication
● NB: no SIMD code gives 20.8 GF/s

L1d   cache: 32KB
L1i    cache: 32KB
L2     cache: 256KB
L3     cache: 20MB

- Hyperthreading
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Ivy-Bridge Basic Architecture

Memory performance

● Intel® Xeon Processor E5-2650 v2: 8 cores at 2.6 GHz in a single socket

● Theoretical Pmax= (2.6 x 8 cores x 8 DP Flops/cycles) GF/s = 166.4 GF/s
● Theoretical BW = 59.7 GB/s

● ~7 G DP Floating points operands per second 

● To achieve peak throughput a program must perform:

                                    166.4 / 7 = 24 FP 

arithmetic operations for each operand value fetched from the main 
memory.
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Memory latency

Memory performance

Latency: is the time between the memory’s receipt of a read request and 
its release of data corresponding with the request

Pointer chasing:

void** p = (void**) 
array[0];
  while (N > 0) {
     p = (void**) *p;
  }

All memory accesses are 
serialized, the next access 
cannot start before the 
previous access is 
completed
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Memory bandwidth

Memory performance

Bandwidth: is the rate at which the data can be read from or stored into a 
memory by a processor

● Vector triad: a[i] = b[i] + c[i]*d[i]
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Memory bandwidth

Memory performance

Bandwidth: is the rate at which the data can be read from or stored into a 
memory by a processor

● Vector triad: a[i] = b[i] + c[i]*d[i]

Bandwidth saturation!

2-socket CPU
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Memory hierarchy: some consideration

Memory performance

L1 D size 32 KB

L1 D BW ~130 GB/s

L1 D lat 4 cycles

L2 size 256 KB

L2 BW ~90 GB/s

L2 lat 12 cycles

L3 size 20 MB (shared)

L3 lat ~40 cycles

L3 BW ~300 GB/s

RAM lat ~200 cycles

RAM BW 
(socket)

~38 GB/s

Single core: 
Peak perf. 20.8  GFs 
#FP reg.   16/32

Hide the latency:
➢ Overlapping load and 

execute
➢ Prefetch data

Several memory layers:
➢ Level 1,2 cache are fast, 

try to saturate
➢ Avoid cache misses using 

optimal data layout

Problem: 
faster →  expensive  
          →  smaller
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Conclusion: What is the overall picture?

Cache and Memory System

● The CPU architecture becomes more complicated 
during the years

● The memory subsystem exposes its limitations

● The scalability within a node is not so easy to achieve
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Conclusion: What is the overall picture?

Cache and Memory System

● The CPU architecture becomes more complicated 
during the years

● The memory subsystem exposes its limitations

● The scalability within a node is not so easy to achieve

Should we really care about all these details?
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Roofline model

Code Optimization Workshop
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Roofline model

Roofline model

The roofline model allows to understand the performance limit of an 
application, based on operational intensity (algorithm specific) and on 
hardware specifics (memory bandwidth)

Samuel Williams, et al.: Roofline: an 
insightful visual performance model 
for multicore architectures

The expected performance is defined as:

P = min(Pmax, I bs)

● Pmax = Applicable peak performance of a loop, assuming that data 
comes from L1 cache (this is not necessary Ppeak) 

● I = Computational/arithmetic intensity (“work” per Byte transferred) 
over the slowest data path utilized (“the bottleneck”)

● bs = Applicable peak bandwidth of the slowest data path utilized

I: F/B

bs: B/s
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Roofline model

Roofline model

Peak performance of 2-socket Ivy-Bridge node

Peak:
448 GFlops/s
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Roofline model

Roofline model

Peak performance of 2-socket Ivy-Bridge node

Peak:
448 GFlops/s

Stream BW:
78.5 GB/s
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Roofline model

Roofline model

Peak performance of 2-socket Ivy-Bridge node

Peak:
448 GFlops/s

Stream BW:
78.5 GB/s
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Roofline model

Roofline model

Peak performance of 2-socket Ivy-Bridge node

Peak:
448 GFlops/s

Stream BW:
78.5 GB/s

Core Performance:
22.4 GFlops/s
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Arithmetic intensity

Roofline model

The core parameter behind the Roofline model is Arithmetic Intensity. 
Arithmetic Intensity is the ratio of total floating-point operations to total 
data movement (bytes). A BLAS-1 vector-vector increment ( x[i]+=y[i] ) 
would have a very low arithmetic intensity of 0.0417 (N FLOPS / 24N 
Bytes) and would be independent of the vector size.

https://crd.lbl.gov/departments/com
puter-science/PAR/research/roofline/



51

Roofline model: example daxpy.cpp

Roofline model

● DAXPY: y[i] = a*x[i] + y[i], double precision, i=0,…,N-1

● 2 Flops for each element of x and y
➢ well balanced: 1 multiply, 1 add
➢ need to load x[i] and y[i] for each ‘i’: 2x8 = 16 bytes

(a is the register)
➢ need to write out y[i]: another 8 bytes
➢ Arithmetic intensity: 2 FLOPS/24 Bytes = 1/12 = 0.083
➢ Speed of light performance (working from main memory)

✔ on Ivy-Bridge with mem bw of 38 GB/s: 3.6 GFlops/s
- even the socket peak is 166.4 GFlops/s  

✔ If x and y fit into cache, higher cache BW → higher 
performance
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Hands-on session

• Try to figure out what is the roofline model for your architecture

• Run: cat /proc/cpuinfo to see details about the cpus

• Compute the theoretical peak performance like:
Pmax= (2.6 x 8 cores x 8 DP Flops/cycles) GF/s = 166.4 GF/s

● Generate a picture of the processor topology (memory hierarchy)
hwloc-info; lstopo --no-io topo.png; lscpu 

• Create the roofline picture (also on paper) according to the 
exploration done and on the stream benchmark
code/examples/stream/stream.c

● Run the daxpy example from code/examples/daxpy/daxpy.cpp

Roofline model
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Additional slides

Code Optimization Workshop
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Instruction pipeline

The instruction pipelining is a technique which implements faster CPU 
throughput than would otherwise be possible at a given clock rate.

The basic instruction cycle is broken up into a series called a pipeline. 

Pipeline

Pipeline stages:

1.Instruction fetch (IF): read the program counter (PC), take the current 
instruction and then update the PC

2.Instruction decode (ID): decode the instruction and read the register 
sources

3.Execution (EX): execute the instruction decoded (in case of load/store, 
compute the effective address)

4.Memory access (MEM): read or write to the memory according to the 
previous stage

5.Write-back (WB): write the results to the register file
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Instruction pipeline

Instruction fetch IF

Instruction decode ID

Execute EX

Memory access MEM

Register write back WB
Time

Instruction fetch IF

Instruction decode ID

Execute EX

Memory access MEM

Register write back WB
latency

First result is available after 5 cycles (=latency of the pipeline!)

Pipeline

This is a five-fold speedup 
without changing the clock speed 

CPI = 1  (Instruction throughput)

The basic instruction cycle is broken up into a series called a pipeline. Rather than processing 
each instruction sequentially (finishing one instruction before starting the next), each 
instruction is split up into a sequence of steps so different steps can be executed in parallel 
and instructions can be processed concurrently (starting one instruction before finishing the 
previous one). (Source:Wiki)
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Pipeline: benefits and drawbacks

Pipeline

Benefits 

Drawbacks 

● Pipelining: 
1 multiplication → 5 cycles 
(start-up time)

● N multiplications → Tpipe(N) = (4+N) 
cycles; Tseq (N) = (5*N) cycles  

● Speed-up ~ 5 for large N
● Throughput ~ 1 cycle for large N

● Increasing clock frequency → pipeline 
depth m increases

● Operations in the pipeline must be 
independent, if not it creates bubbles

pipeline.c:
multiply_add_02() multiply_add_...
for (i=0; i<N; i++) for (i=0; i<N; i++)
{ {
  c01=c01*c01+d;               c01=c01*c01+d;
  c02=c02*c02+d;               c02=c02*c02+d;
}  ...

after 8 cycles:
one operation 
completed every 
cycle!
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Pipeline hazards

There are situations in the instruction pipeline which prevent the next 
instruction in the cycle to be executed: hazards 

● Structural hazards: arise from resource conflicts, i.e. a single memory 
unit needed for two or more instructions.

● Control hazards: arise from pipeline of branches and instructions which 
change the execution flow → use branch prediction

● Data hazards: arise from instruction depends on previous result, i.e.

Read after write (RAW):
 r2 ← r1+r3
 r4 ← r2+r3
Write after read (WAR):
 r1 ← r2+r3
 r3 ← r4+r5
… WAW and RAR

Hazards are problematic, since 
they can make the pipeline to 
stall and execute it sequentially.

Pipeline
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Multiple issue – Superscalar execution

The execution stage of the pipeline is really a bunch of different functional 
units, each doing its own task.

Why do not try to execute multiple instructions in parallel?

Pipeline

2-way superscalar

Issuing m concurrent instructions per 
cycles: m-way superscalar

There are 2 instructions completing every 
cycle → more throughput CPI = 0.5

Requirements: more hardware to get the units independent

Modern processors are from 3 to 6 -way superscalar and can perform 2 or 4 
floating point operations per cycles 

IF

IF
ID
ID

EX
EX

WB
WB

MEM
MEM
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Out of order execution

Out of order execution

● Pipelining provides higher performance by allowing execution of different 
instructions to overlap.

● The performance is improved by allowing the instructions to be executed
OoO out of order.

● The OoO execution reorders the instructions exploiting: register 
renaming, branch prediction, multiple memory accesses.

IF

IF
ID
ID

EX
EX

MEM

WB
WB

MEM

The instructions are fetched in a compiler-
generated order and then dynamically 
scheduled

(1) r1 ← r4/r7
(2) r8 ← r1+r2
(3) r5 ← r5+1
(4) r6 ← r6r3
(5) r4 ← r5+r6 

(6) r7 ← r8*r4 

1

1

2

3

4

5 6

2 63 5

4

in-oder

out of order

division
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Simultaneous multithreading (SMT) 

SMT

There are two types of parallelism utilized by modern architectures:
● Instruction level parallelism (ILP): overlapping as many instructions as 

possible.
● Simultaneous Multi-threading (SMT): ability to execute independent 

programs or part of it using different flows of execution, called threads.
● All threads share/compete for core execution resources.

Fine-Grained SMT

Ti
m

e

unutilized

thread 1

thread 2

thread 3

thread 4

Looks at multiple instructions 
from same process

Switching between threads on 
each instruction

Selects instructions from any 
“ready” thread

Issue slots
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Intel® Xeon Phi in a nutshell

KNL overview

1st generation: Knights Corner (KNC) 2nd generation: Knights Landing (KNL)

• 61 cores (@ 1.1 GHz), connected to an 
Intel Xeon processor - the "host“. This 
is a co-processor!

• Main advantages over the GPU: the 
programmer can directly login on the 
card (e.g. ssh) and use standard 
parallel programming techniques 
under Linux.

• Due to the large SIMD register-width 
(512-bit), efficient vectorization of the 
code is very important for Intel Xeon 
Phi.

• Up to 72 cores (@ 1.3 GHz), more modern 
in design, ~ 3x faster than the ones from 
KNC.

• It is available as bootable processor.

• Overall performance ~ 3TFLOPS (3x KNC).

• Part of the memory available as High 
Bandwidth Memory.

• Better interconnect among the cores.

• New vector instructions set (AVX512), 
compatible with Xeon.
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Knights Landing Overview

KNL overview
From presentation: 
Avinash Sodani, Intel Corp.
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